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1 Algorithm Specification and Description

Rudraksh2 is an IND-CCAZ2-secure key-encapsulation mechanism (KEM), based on the module learning
with errors (MLWE) problem [1]. Rudraksh2 is explicitly designed to be lightweight and particularly
attractive for deployment in resource-constrained devices. The MLWE-based KEM is designed by
constructing an IND-CPA-secure public-key encryption (PKE) scheme, and transforming it into an
IND-CCA2-secure KEM through a slightly tweaked Fujisaki-Okamoto (FO) transform [18, 21]. A
preliminary version of the design of this scheme was proposed in [25].

1.1 Preliminaries and Notation

Polynomial Rings For a positive integer ¢, the set of integers modulo ¢ is denoted by Z,. We
denote the quotient ring Z,[z]/(z™ 4+ 1) by R,.. We represent the ring with vectors of length ¢ by
RY .. We denote the ring with matrices of size m x £ by RI"**.

Polynomials, Vectors, and Matrices. We denote single polynomials by lower case letters (e.g.,
x), vectors by bold lower case letters (e.g., y), and matrices by upper case letters (e.g., Z). We denote
the transpose of a vector y by y ' and the transpose of a matrix Z by Z'.

Bytes and Array of Bytes. We denote the set of 8-bit unsigned integers/bytes as B. Consequently,
a set of k-length arrays of bytes is represented with B*. A set of arbitrary-length arrays of bytes is
denoted by B*. As the API accepts and returns byte arrays, it is necessary to transform polynomials
and vectors between their polynomial representation and byte-array encoding. This is achieved using
Algorithm 1 and Algorithm 2. To apply these algorithms to a vector of polynomials, simply apply
them individually to each polynomial in the vector.

Algorithm 1 PolyToBytes,(a)
Input: Polynomial a with coefficients {ay, ..., an—1} € Z,
Output: Byte array B € Bllogzaln/8

1: fori=0ton—1do
2 for j =0 to [logyq] — 1 do
3 b[[log, qli + 7] + (a;/27) mod 2
4: for i =0 to ([log, ¢]n/8) — 1 do
5: B[Z] +~0
6
7
8

for 7 =0to 7 do
Bli] + Bli] + b[8 + j] - 27
: return B

Algorithm 2 BytesToPoly,(B)

Input: Byte array B € Bllogzaln/8
Output: Polynomial a with coefficients {ao,...,an_1} € Z,
1: for i =0 to ([logy ¢]n/8) — 1 do

2 for j =0to 7 do

3 b[8i + j] < (Bli]/27) mod 2
4: fori=0ton—1do

5: a; <0
6
7
8

for j =0 to [logy¢] — 1 do .
a; < a; + b[([logs q17) + 4] - 27
: return a

Symmetric-key primitives. Rudraksh2 relies on two cryptographic hash functions, G and H, as
well as a pseudorandom function PRF. Each of these primitives is instantiated using a distinct instance
of an extendable-output function (XOF).



An XOF accepts an input of arbitrary length and produces an output of arbitrary length. Let the
input be denoted by In with length In_len, and the output by Out with length Out_len. The function
is defined as:

Out < XOF(In,In_len,Out_len).

For the hash functions G and H, the input lengths may vary, but their output lengths are fixed.
Specifically, G outputs 2leny bytes, while H outputs leng bytes. The pseudorandom function PRF
takes a fixed-length input and returns a fixed-length output that only depends on the parameters. It
is defined as

PRF : Blens+l _, pm/4,

Distributions. If x is sampled from a set S according to distribution x, then we represent it as
x < x(S5). We denote the uniform distribution on a set S by U(S). If x is generated from a seed seed,,
and belongs to the set S and follows the distribution y, then we represent it as x < x(.5, seed,).

Centered Binomial Distribution. We denote the centered binomial distribution (CBD) with
parameter 7, by 53,. In Rudraksh2, each n coefficient of error and secret vector of polynomials
s(e R, ,),s'(e R ,),e(e R.,).e(e R,), and e’(€ Ry,) are sampled from the centered binomial
distribution B,. B,, is defined as follows:

n
randomly sample (ay, ..., a,,b1,...,b,) + U{0,1}*" and outputs Z(ai —b;) mod q.
i=1

A polynomial s(€ R,,) sampled from B, using a seed seed, follows Algorithm 3 and vector of
polynomials s(€ Réyn) sampled from B, using a seed seeds follows Algorithm 4.

Algorithm 3 SampleCBDpoly,(seeds,)
Input: Seed seed,; and polynomial index %
Output: ith polynomial s € R, ,, with coefficients {so,...,sp—1} € Z,
1: B « PRF(seed,||i) € B"™/4
2: for k =0 to (npn/4) — 1 do
for j =0to 7 do
B8k + j] < (B[k]/27) mod 2
: for j=0ton—1do
a < Y70 Bl2jn + 1]
b S0y Bl2gn +n+1]
sj < (a —b) mod ¢

return s

Algorithm 4 SampleCBDvec, (seeds, i)

Input: Seed seed, and polynomial start index @

Output: A vector of [ polynomials s € Rf;’n with polynomials {s[0],...,s[¢{ — 1]} € Ry »
1: for j=0to ¢ —1do
2: s[j] < SampleCBDpoly,(seeds,? + j)

3: return s

Modular reduction. Rudraksh2 uses a prime modulus ¢, and therefore, for constant-time prime
reduction, it uses Montgomery reduction and Barrett reduction techniques for modular reduction [5].

Polynomial multiplication. Rudraksh2 is an MLWE-based KEM. Hence, NTT can be used for
polynomial multiplication. NTT is used in LBC schemes due to its faster quasi-linear time complexity
O(nlogyn). For NTT, the modulus ¢ needs to be a prime number with the primitive 2n-th root-of-unity
in the prime field Z,.



NTT multiplication between two polynomials « and y from R, is performed by z-y = INTT(NTT(z)o
NTT(y)), where “o” is the point-wise multiplication.. Given ( is the 2n-th primitive root of unity and
w = (2, the NTT(z) = & = (%0, 21, --.,%n_1) and INTT(2) = 2 = (0, Z1, -..,Zn_1) are denoted by
the following Egs. (1) and (2):

n—1 n—1
Z; = Z ;BT = Z(ijj)wij modg, 0<i<mn-—1. (1)
j=1 j=1
n—1 n—1
xj = l/nz £;¢ DI = Cj/nZ:fiw_ij modgq, 0<j<n-—1. (2)
i=1 i=1

x4
qmn -

Since A is uniformly random over Rf;fn[, its transform NTT(A) = A is also uniformly random over

the same domain. To facilitate efficient polynomial multiplication and improve performance, A is
sampled directly instead of sampling A and computing NTT(A) = A. This sampling is performed
deterministically from a uniform distribution using the seed seedp, as specified in Algorithm 5.

The Rudraksh2 scheme employs a public matrix A that is sampled uniformly at random from R,

Algorithm 5 SampleMatrix(seeda)

Input: Byte array seed € Ble*x
Output: Matrix of polynomials A € R/
1: fori=0to ¢ —1do

2 for j=0to¢{—1do

3 k=0

4 index = 0

5: while index < (N —1) do

6: B + PRF(seeda ||i||j]|k) € B(logz2 a1n/8)
7 for i; = 0 to ([logy ¢]n/8) — 1 do

8 for j;, =0to 7 do

9 b[8i1 + j1] + (Bli1]/271) mod 2
10: for i1 =0ton—1do

11: temp < 0

12: for j;1 =0 to [logy,¢] — 1 do

13: temp < temp + b[([log, q]i1) + j1] - 271
14: if temp < ¢ then

15: Ali][j]ingex = temp

16: index ¢— index +1

17: if index < (N — 1) then

18: k«k+1

19: return A

Compression and Decompression. Let us assume p is a power-of-two integer and log, p < [log, ¢].
Then Compress,, and Decompress,, are defined as follows.

e Compress, : R, — R, function is defined as Compress,(z) = |Lz] modp, [-] denotes the
rounding operation.

e Decompress, : ), — R, is defined as Decompress,,(2') = L%aﬂ.

If Compress,, or Decompress,, is applied to a polynomial or a vector of polynomials, then it is applied
coefficientwise.

The main reason for defining the Compress, and Decompress, functions is to be able to discard
some low-order bits in the ciphertext, which do not have much effect on the correctness probability of
decryption — thus reducing the size of ciphertexts.



Encoding and decoding using extended Minal codes. To improve the correctness probability,
we define an extension of 2D Minal codes [30] for error correction that encodes 4 bits into two coefficients
in Z,. Minal codes [30] are d-dimensional error correction codes with coefficients in Z,. Although
inspired by lattice codes, they differ in one critical aspect: Minal codes are periodic in Zg, which
makes them useful for lattice-based schemes where operations are typically done modulo a prime
q. In our case, we are particularly interested in 2D Minal codes, which admit efficient decoders.
For a prime ¢, and a non-negative integer 8 < ¢/2, the 2D Minal code with parameter 3 is the set
C={Gm+qz:z¢cZ% and m € Z3}, where G € Z**? is the circulant matrix generated by [|¢/2], A].
Matrix G is called the generator matrix of C and § is called the tailoring parameter. We say that c
encodes a 2-bit message m € Z¢ when ¢ = Gm + ¢z, for some z € Z.

Since 2D Minal codes encoded 2 bits into 2 coefficients, they can only be used directly in KEMs for
which the message size p is exactly equal to the degree n, used to define the ring Ry = Zg[z]/ (2™ + 1).
However, in Rudraksh2, we use y = 2n. To enable the smaller polynomial degrees, we define an
extension of Minal codes called B2 Minal, enabling us to encode 4 bits into 2 coefficients in Z, as
follows. First, let G be the generator matrix of the 2D pure Minal code in Z,/27. We then build a
generator matrix Go of the B2-2D-Minal code as

GQ:[ 4 | @ ] - [ G am | ]

Algorithm 6 shows how the encoding operation of a 4-bit message m corresponds to the computation
of c = Gom € Z{QI. The decoding of a noisy codeword c, show as Algorithm 7, is then done in two
phases. First we use a regular 2D Minal decoder to obtain the last two bits (msq, m3) of the message,
as these were encoded based on the 2D Minal code generated by G;. Then, in the second phase, we
obtain the first two bits (mg, m1) of the message by checking which of the 4 possibilities for (mg,m;)
yields the codeword G[mg, m1,ma, m3]" closest to the target noisy codeword c.

Algorithm 6 MinalB2.Encode()

Input: Message bits m € Z3
Output: Codeword c € Zg
1: ¢+ Gom € Zg
2: return c

Algorithm 7 MinalB2.Decode()

Input: Noisy codeword ¢ € Z2

Output: Message bits m € Z;

1: > Phase 1: Decode bits (mg, m3)

2: ¢/ < cmod |q/2] > ¢’ is a regular Minal codeword in qu/ﬂ
3: min_dist <— o0

4: for v in {(0,0),(0,1),(1,0),(1,1)} do > Minimum distance decoding for pure Minal
5: d+ ||/ — Gyvmod * |q/2] |2
6
7
8
9

if d <min_dist then
min_dist <+ d
(mg, m3) — Vv
: > Phase 2: Decode bits (mg, m;)
T

10: Chest — G1 [mg md]

11: (g, 60y) ¢ € — Cpest mod +q

12: mo < [|0z|/ [9/4]]

13: my < [[0y|/ La/4]]
14: return m = (mg, my, Mo, M3)

1.2 Specification of Rudraksh2.PKE

Rudraksh2 is based on the MLWE hard problem [1], a variant of the LWE problem [31], which
has previously been used in the construction of Kyber [12]. The Rudraksh2 public-key encryption



Algorithm 8 Rudraksh2.Encode()
Input: Message bits m € Z4 (where p = 2n)
Output: Codeword ¢ € Zj
Lc+0eZy
2: for i =0 to u/4 do
3. cli],c[i +n/2] < MinalB2.Encode (m[4i], m[4i + 1], m[4i + 2], m([4i + 3]) € Z2
4

: return c

Algorithm 9 Rudraksh2.Decode()
Input: Noisy codeword ¢ € Zjy
Output: Message bits m € Z (where p = 2n)
1:c+0¢ Zg
2: for i =0 to u/4 do
3: m[4i], m[4i 4+ 1], m[4i + 2], m[4i + 3] < MinalB2.Decode (c[i], c[i + n/2]) € Zj
4

: return c

(PKE) scheme is indistinguishable under chosen plaintext attacks (IND-CPA) and consists of three
algorithms: Rudraksh2.PKE.KeyGen (Algorithm 10), Rudraksh2.PKE.Encrypt (Algorithm 11) and
Rudraksh2.PKE.Decrypt (Algorithm 12).

Algorithm 10 Rudraksh2.PKE.KeyGen()

Generates a public encryption key and corresponding secret decryption key.
Output: pk, sk

1: (seeda,seedse) < U ({0, 1}nx x {0, 1}lenx)

2. A  SampleMatrix(seedp) € R((f;é) > A =NTT(A)
3: s < SampleCBDvec, (seeds, 0) € Rf;’n

4: e ¢ SampleCBDvec, (seedse, £) € R,

5: § < NTI(s) € R,

6: &« NTT(e) € R,

7. b (Aos+8é)eR:,

8: pk ¢ (seeda||[PolyToBytes,(b))

9: sk < PolyToBytes,(8)

10: return (pk, sk)




Algorithm 11 Rudraksh2.PKE.Encrypt(pk, m; seed,)

Produces a ciphertext by encrypting a plaintext message, encryption key and random seed.
Input: pk, m; seed,
Output: ¢
. (seeda||b) « BytesToPoly,(pk)

A « SampleMatrix(seedp) € R((f;e)
if seed, is not specified then

seed, « U({0,1}?5)

s’ « SampleCBDvec,(seed,,0) € R,
€/ SampleCBDvec,(seed,,/) € R,
e” < SampleCBDpoly,(seed,,2() € Ry,
§ « NTT(s') € R,
b« ATog € R,
b’ (INTT(b’) +€') € R,
i ém bl o8 €R,,
Cm ¢ INTT(éy,) + € 4 Rudraksh2.Encode(m) € Ry »,
u « Compress, (b’) € kY,
v ¢ Compress,(¢;,) € Ry p
¢ < PolyToBytes,(u)||PolyToBytes;(v)
return c

-
=

e e e e

Algorithm 12 Rudraksh2.PKE.Decrypt(sk,c¢)
Decrypts a ciphertext using the decryption key.

Input: sk, ¢

Output: m’
1: § ¢~ BytesToPoly,(sk)
2: (u,v) < BytesToPoly, (c)
3 u Decompressp(u) € Rgm
4: v’ < Decompress,(v) € Ry,
5: 0« NTT(W') € R,
6: 4 0T 08€ Ryp
7. m” v — INTT(4") € Ry,
8: m' < Rudraksh2.Decode(m”) € Rys
9: return m’

1.3 Specification of Rudraksh2. KEM

We convert the IND-CPA Rudraksh.PKE to an indistinguishable under adaptive chosen cipher-
text attack (IND-CCA2) KEM utilizing a variant of Fujisaki-Okamoto (FO) transformation pro-
posed in [21] and also used in FrodoKEM [11]. The Rudraksh2 KEM scheme consists of three al-
gorithms: Rudraksh2.KEM.KeyGen (Algorithm 13), Rudraksh2.PKE.Encapsulation (Algorithm 14)
and Rudraksh2.PKE.Decaps (Algorithm 15).

Algorithm 13 Rudraksh2.KEM.KeyGen()

Output: pk, sk

: (pk,sk) := ((seeda, b), s) := Rudraksh2.PKE.KeyGen()
pkh := H(pk)

z = U({0, 1}lnx)

pk < pk

sk < (sk||pk||pkh]|z)

return (pk, sk)




Algorithm 14 Rudraksh2.KEM.Encaps(pk)

Input: pk

Output: ¢, K

1: m<—U({O 1}lenx)

2: (K, seed,) « G(H(pk), m)

3: ¢ < Rudraksh2.PKE.Encryption(pk, m; seed,)
4: return (¢, K)

Algorithm 15 Rudraksh2.KEM.Decaps(sk, c)

Input: sk, ¢
Output K
+ (sk|[pk|[pkh]|2) « sk
m’ < Rudraksh2.PKE.Decrypt(sk, ¢)
(K’ seed,s) < G(pkh,m’) € {0, 1}lenx x {0, 1}lenx
¢« < Rudraksh2.PKE.Encryption(pk, m’; seed,)
K" + H(c, z)
if ¢ = ¢, then
return K « K’
else
return K < K"
return K

-
=

1.4 Rudraksh2 Parameter Sets

Parameter sets of Rudraksh2, corresponding to classical security strengths of (at least) 128, 256, and
512 bits and quantum security strength of (at least) 80, 128 and 256 bits are presented in Table 1. We
propose two parameter set variants: Rudraksh2-1 and Rudraksh2-II:

Table 1: Parameter sets of Rudraksh2

Module Primary Compression CBD Encodine | Seed size Failure
Parameter modulus modulus parameter ° - " | probability
l n q  [logyql | p t n (B,8) len ¢ (logy)
Rudraksh-128-1 | 9 64 3329 12 212 26 2 (2, 220) 128 -100
Rudraksh-128-11 | 9 64 4001 12 29 27 1 (2, 270) 128 -100
Rudraksh-256-1 | 9 128 3329 12 211 29 1 (2, 220) 256 -161
Rudraksh-256-11 | 9 128 4001 12 211 2° 1 (2, 250) 256 -167
Rudraksh-512-1 | 8 256 7681 13 213 27 2 (2, 510) 512 -160
Rudraksh-512-1T | 9 256 4001 12 212 28 1 (2, 270) 512 -160

1.5 Design Rationale

The design of Rudraksh? is inspired by the long R&D efforts in the field of learning with errors, especially
the MLWE-based schemes. One of our primary objectives for this design is to make Rudraksh2 suitable
for a wide range of use cases, by bridging the gap between theoretical security and practical performance
constraints. In particular, Rudraksh2 can be suitably used for resource-constrained devices such as
Internet of Things (IoT) as well as high-performance devices such as servers.

Module LWE Rudraksh2 is based on the module learning with errors (MLWE) quantum-hard
problem, a variant of the LWE problem. The central operation of almost any LWE-based cryptographic
scheme is to calculate A-s+e € Z*, where A € Z;»*" is a (large) public matrix and s € Z; and
e € Zy are secret vectors of noise and errors, respectively. In Regev’s proposal of LWE [31], every
entry in the matrix A € Z;»*" is sampled independently and uniformly from the integers modulo g.
It offers the most conservative security reduction with very few structural assumptions, and is used

10



by FrodoKEM [11]. The major disadvantage of this design is that, due to the expensive matrix-vector
multiplications, schemes based on this assumption are often very slow.

In a variant of LWE over a ring, RLWE [27], the matrix A is replaced by a single polynomial a
in a ring R, = Z4[x]/(z™ + 1), reducing the size by a factor of n compared to standard LWE. It also
allows the use of the Number Theoretic Transform (NTT), which reduces the complexity of polynomial
multiplication to O(nlogn). Post-quantum KEMs NewHope [5] and LAC [26] and digital signature
scheme BLISS [16] are prominent examples of this approach.

Module LWE (MLWE) provides a trade-off between the previous two approaches by using a matrix
A of size | x [, where each entry is a polynomial of degree n in the ring R, = Z4[z]/(z™ + 1), capturing
the best properties of both LWE and RLWE. One of the primary advantages of MLWE is its flexibility:
it allows granular, incremental scaling of security. Since the security is proportional to the rank of
the underlying matrix i.e. { X n, one can increase one (or both) parameters to reach higher security
categories. Currently, there does not exist any attack that can exploit the structure of A to its
advantage. This framework has been used extensively in modern LWE-based designs, such as Kyber
(ML-KEM) [12, 7] and Dilithium (ML-DSA) [17].

Parameter Space Exploration In the MLWE framework, the same security level can be achieved
through different combinations of polynomial degree n and matrix parameter [. However, both parame-
ters influence the performance characteristics of a scheme, including area and energy requirements, and
degree of parallelism. For example, in any lattice-based KEM, the polynomial multiplication (NTT) is
the primary computational bottleneck. The resource consumption in terms of Look-Up Tables (LUTS)
and Flip-Flops (FFs) is directly proportional to the degree n. The size of the polynomial n also controls
the interleaving of communication and computation, and memory requirements. Depending on the size
of n, encapsulation and decapsulation modules can begin computation as soon as the first polynomial
of a public key or ciphertext is received from the network. For example, for a smaller n, this allows
the scheme to operate effectively even in networks with very limited instantaneous bandwidth, such
as Bluetooth Low Energy (BLE) or ZigBee.

While most schemes like Kyber and Dilithium utilize a fixed degree of n = 256, our module-
space exploration strategy uncovered a wide array of polynomial sizes (n = 64,128,256) and their
corresponding module ranks (1) to find the sweet spot balancing security and practicality. For our
design, we propose three different values of n. For the lowest security tier, n = 64 helps to minimize
the storage and area requirements. For higher security categories, we propose n = 128 (Medium)
and n = 256 (High), that provides a granular mechanism to maintain a compact hardware footprint
without allowing the module rank [ to grow very large.

Multiple Embedding of Secret bits A core design choice to improve the efficiency of Rudraksh2
is the use of high-density secret embedding. While traditional lattice-based schemes like Kyber and
Saber typically encode only 1 bit of the shared secret per polynomial coefficient (B = 1), Rudraksh2 is
designed to embed 2 bits per coefficient (B = 2). This choice ensures that the constituent polynomial
sizes are perfectly sized for the required secret. For the 128-bit security tier, a polynomial of degree
n = 64 with B = 2 produces exactly the 128 bits of entropy required. In B = 1 designs with
n = 256, only half the coefficients are strictly necessary for a 128-bit secret, leading to repetition of
the secrets, which, although slightly reduces the failure probability, larger polynomials affect hardware
resources, and efficiency on redundant arithmetic. Our choice of embedding multiple secret bits per
polynomial coefficient allows us to significantly reduce the polynomial degree n, which directly shrinks
the area of the Number Theoretic Transform (NTT) unit and reduces coefficient storage requirements
in memory-constrained IoT devices.

Tiered Approach to Tradeoff Security and Resource Consumption. Rudraksh2 adopts a
new tiered approach to scale security. Unlike established standards that maintain a fixed polynomial
degree (typically n = 256) and scale by increasing the module rank [, Rudraksh2 scales by varying the
ring size n while keeping [ optimized and fixed. While increasing the module rank [ is the conventional
scaling method, it does not improve the efficiency of the base arithmetic unit. Rudraksh’s n-varying
strategy ensures that even at the highest security levels, the system remains highly parallelizable. For
higher security, where low latency is more important than power consumption, one can instantiate [2
multipliers in parallel. This translates to the fact that the efficiency of the whole scheme is dependent

11



on the efficiency of the base multiplier. Therefore, in this case, the target is to make the base mul-
tiplier as efficient as possible. For the lowest security level Rudraksh-128 as shown in Table. 1, we
utilize n = 64 to achieve the minimal resources, such as hardware area, memory footprint, etc. Since
this security level is mostly targeted at low-power and resource-constrained devices like IoT, medical
sensors, etc., reducing resource usage is the priority. For medium and high security i.e Rudraksh-256
and Rudraksh-512, the n scales to n = 128 and n = 256 respectively. This ensures that computa-
tional cycles and power consumption remain proportional to the target security level. Since, in these
scenarios, low latency and efficiency get priority over resource consumption, for the higher-parameter
versions (n = 256), we optimize other parameters like the Centered Binomial Distribution (CBD) to
facilitate faster parallel multiplications.

NTT for Efficient Polynomial Multiplication. Polynomial multiplication is a core computa-
tional bottleneck in any lattice-based cryptographic scheme. Rudraksh2 uses Number Theoretic Trans-
form (NTT) for polynomial multiplications. Although there are other options such as Toom-Cook and
Karatsuba polynomial multiplication, our parameter choices is suitable for NTT-based multiplication.
Apart from this, NTT does not require additional storage, and one can directly sample in the NTT
domain. These properties are very helpful for reducing resource usage and improving efficiency. Apart
from this, for NTT multiplications, we don’t have to complete the sequence of forward NTT-pointwise
multiplication-inverse transform. We can often defer the reverse transformation for later. For example,
during the KeyGen algorithm, while generating the A - s + e, we can perform only the forward NTT
operation of the error vector e and the secret vector s. The matrix vector multiplication between A
and s is just pointwise multiplication between the constituent (NTT transformed) polynomials of A
and s. Instead of applying inverse NTT on this result, the result is directly added to the NTT'(e). The
final addition is also kept in the NTT domain, deferring the last inverse NTT operation. Similarly,
the summation of polynomial products in matrix-vector operations can be performed entirely within
the NTT domain. Instead of an inverse transform after every product, Rudraksh2 defers the INTT
until the final summation is complete. This reduces the number of INTT operations from [? down to
as few as 1, drastically lowering latency and energy consumption. For these reasons, we chose NTT
over other polynomial multiplication algorithms.

CCAZ2 Security. While many lightweight applications can operate with passive (IND-CPA) security,
our goal here is to design a Key-Encapsulation Mechanism (KEM) to be actively secure against Chosen-
Ciphertext Attacks (IND-CCAZ2). This level of security is essential to allow for static-key usage, where
a single public key can be safely reused for multiple sessions without the risk of an adversary extracting
the secret key through multiple ciphertext (possibly malformed) queries. Rudraksh2 achieves IND-
CCA2 security by applying a refined variant of the Fujisaki-Okamoto (FO) transform to its underlying
CPA-secure Public-Key Encryption (PKE) scheme. Rudraksh2 utilizes a variant of the FO transform
that performs re-encryption during decapsulation. After decrypting the ciphertext to obtain a message
m/, the decapsulation algorithm re-encrypts m’ to generate a ”candidate” ciphertext c,. The session
key is only released if this candidate ciphertext exactly matches the received ciphertext (¢ = ¢,). This
ensures that an adversary cannot gain information about the secret key by observing the system’s
reaction to invalid or manipulated ciphertexts. A critical aspect of CCA security in lattice-based KEMs
is the management of decryption failures. Here, the FO transform is designed to be robust against
failure-based attacks by ensuring that any mismatch—whether caused by an attack or a legitimate
(though rare) decryption failure results in a pseudo-random key K" rather than a specific error. This
ensures the adversary cannot extract any information about the secret key through inducing failures.

Achieving negligible failure probability using extended 2D Minal codes. As for most lattice-
based KEMs, the decryption algorithm of Rudraksh2 needs to correct a noisy version of the encap-
sulated message. Rudraksh?2 aims at two targets for decryption failure probability: 2710 for security
level 1 and 27160 for the higher security levels 2 and 3. To achieve these values, we first conducted a
parameter search for combinations that ensured mathematical security, and then, for selected param-
eters, we tailored the B2 Minal codes parameter 5 to minimize decryption failure probability. The
analysis of the decryption failure probability is described next.

The decryption of a ciphertext (u,v) using secret key s starts by decompressing the ciphertext
components to obtain u’ = Decompress (u, d,;) and v' = Decompress (v, d,,), which is followed by the
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computation of m’ = Decode (v/ — (u/,s)). Let Au and Awv be the errors introduced by compressing
and decompressing the first and second parts of the ciphertext, respectively. Then we can write
m” = v — (u',s) = Encode (msg) + Am, where the accumulated noise polynomial Am is given by
Am = (e,r) — (s,e; + Au) + ez + Av. Therefore, using the B2-Minal codes for error correction, we

can apply the union bound to obtain an upper bound on the decryption failure probability (DFP) as
n/2—1
DFP < ) Pr(MinalB2.Decode (m”[i,i + n/2]) = msg[4i,4i + 1,4i + 2,4i + 3])
i=0

gPr (MinalB2.Decode (m”[0,n/2]) = msg|0, 1,2, 3])

gPr (MinalBQ .Decode (MinalB2.Encode(msgl0, 1,2, 3]) + Am[0,n/2]) = msg[0, 1, 2, 3])

The computation of the failure probability can then be done as follows. First we compute the joint
distribution Pr (Am[0,n/2]) of the noise on coordinates 0 and n/2. Then, for each possible 4-tuple
of message bits msg|0, 1,2, 3], we iterate over all possible values of the noise Am[0,n/2] and check if
decoding fails or not, updating the DFP accordingly. The most expensive step is the computation of
the joint distribution Pr (Am][0,n/2]), which can be done following the analysis of Minal codes applied
to ML-KEM [30]. In particular, as done in the analysis of regular Minal codes, we need to use FFT-
based convolutions with arbitrary precision to efficiently compute the full computation of Am|[0,n/2].
Therefore, to facilitate the security analysis of Rudraksh2, all scripts used to compute the decryption
failure probability will be made publicly available.

1.6 Features

The Rudraksh2 design exhibits the following features that set it apart from existing designs. Its design
features ensure that it has less complicated security assumptions, minimizes the risk of physical attacks,
is easy to implement on a wide range of platforms, and is easy to deploy in the real world.

Innovativeness. Rudraksh2 introduces a novel entropy-matched tiered design that departs from the
" fixed-ring” convention of established standards. By varying the polynomial degree (n = 64,128, 256)
to match the target secret’s entropy, it eliminates the redundancy found in traditional designs and
meets the low power requirements of the target applications. Rudraksh2 has been designed to be
suitable for low-power and resource-constrained devices in mind. At this moment, none of the PQC
schemes have been designed for low-power and resource-constrained devices. The design of Rudraksh2
fills this gap.

Simplicity. The construction is deliberately modular and hardware-friendly. Rudraksh2 is based on
the well-known Module-LWE, without any aggressive security assumptions, and is free of complicated
security reductions. Rudraksh2 also uses simple prime moduli, which enable simpler shift and add
modular reduction (k-reduction) compared to Montgomery and Barrett reduction. Apart from this,
the other components of Rudraksh2 are also simple and easy to implement securely. The simplicity
of this design is further enhanced by keeping the primary modulus ¢ = 4001 and the module rank [
constant (or nearly constant) across all security tiers. Because ¢ is universal, the complex modular
reduction logic, the most resource-intensive part of the arithmetic unit, remains identical for every
security level. Even for other values of ¢, it requires only changing the roots-of-unity (and their
universe), which can be done on the fly, for example, using a multiplexer in hardware. Furthermore,
keeping [ constant ensures that the high-level structure remains the same. Apart from this, the other
components of Rudraksh2 are also simple and easy to implement securely, or can be duplicated for
different security strengths.

Flexibility. Unlike many cryptographic schemes that rely on specialized hardware instructions such
as AES-NI for symmetric-key cryptography acceleration or complex floating-point arithmetic units,
Rudraksh?2 is designed to be implemented using pure integer-based modular arithmetic and without the
need for complex instruction-set arithmetic. This scheme is highly portable from high-end processors
to low-end microcontrollers. The core of the Rudraksh2 flexibility lies in its multiplier-centric design.
A single NTT-based multiplier unit designed for the highest security parameter (n = 256) is natively
backward-compatible with the lower tiers (n = 64 and n = 128). This allows a single software or
hardware implementation to support multiple security levels by simply adjusting the transform length,
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providing a significant advantage for manufacturers that need to meet various post-quantum security
requirements on a single chip.

Compatibility. Based on the well-known Module-LWE (MLWE) hard problem, Rudraksh2 maintains
mathematical alignment with other PQC standards. Because it shares the same core MLWE structure
as NIST-standardized schemes, Rudraksh2 can leverage existing hardware IP and specialized acceler-
ators. Hardware modules developed for Kyber or Dilithium, such as NTT engines, modular reduction
units, and matrix-vector multiplication state machines, can be reused or adapted for Rudraksh2 with
minimal overhead. This significantly lowers the barrier to adoption for organizations that have al-
ready invested in lattice-based hardware infrastructure. As described above, Rudraksh2 also supports
native cross-standard compatibility. A hardware accelerator provisioned for a 256-degree polynomial
(the standard for Kyber) can natively support the various tiers of Rudraksh. Also, by maintaining
structural consistency with international lattice standards (such as the use of prime moduli and NTT-
friendly rings), Rudraksh2 is highly compatible with the data structures of emerging post-quantum
protocols like TLS 1.3, IKEv2, and SSH. Its compact keys and ciphertexts are designed to fit within
the existing packet frames of low-power wireless protocols, enabling a smooth migration path for IoT
deployments where hardware remains static, but security must be upgraded.

Extensibility. The design and algorithms developed for Rudraksh2 can be extended beyond Key En-
capsulation. The core arithmetic IP, specifically the reconfigurable NTT multiplier and the k-reduction
unit, serves as a high-performance foundation for other lattice-based primitives. This hardware can
be readily repurposed to implement Digital Signatures (e.g., Dilithium-like constructions with smaller
polynomials) and Authenticated Key Exchange (AKE) with minimal additional logic. The tiered scal-
ing approach (n = 64,128,256) allows the scheme to be extended into complex multi-party or group
key agreement scenarios. The high efficiency of the n = 64 and n = 128 rings provides an ideal
execution environment for complex future primitives, including Identity-Based Encryption (IBE) and
Lightweight Functional Encryption, which rely on multiple small polynomial operations.

Performance Advantages on Variant Platforms. The unique ”Small-Ring, High-Rank” architec-
tural philosophy of Rudraksh2 ensures superior performance across a diverse range of computational
environments,

e Hardware (FPGA/ASIC): Initial design of Rudraksh achieves a low hardware footprint,
requiring as few as 2,813 LUTs and 1.5 BRAMs on a Xilinx Artix-7 FPGA. This represents a
~ 3x reduction in area compared to the most area-optimized implementations of Kyber-512 [25].
Furthermore, the simplified k-reduction logic allows the hardware to operate at a 63%—76% higher
frequency than standard lattice-based KEMs, providing a superior throughput-to-area ratio for
embedded security modules.

e Massively Parallel Platforms (GPUs): The modular structure of Rudraksh2 is inherently
optimized for the SIMT (Single Instruction, Multiple Threads) architecture of modern GPUs. Be-
cause the Module-LWE operation involves independent matrix-vector multiplications, the work-
load is highly parallelizable. Each small n = 64 or n = 128 polynomial multiplier can be mapped
directly to a single GPU Block or thread group. By utilizing the thousands of cores available in
a GPU, a gateway server can process thousands of concurrent Rudraksh2 handshakes simulta-
neously. The small ring size ensures that twiddle factors and coefficients fit comfortably within
high-speed Shared Memory (L1 cache), minimizing costly global memory accesses.

e Microcontrollers (Cortex-MO0/M4): On small microcontrollers, the smaller polynomial rings
(n = 64,128) offer significant memory stack savings. Unlike standard n = 256 schemes that
require large temporary buffers for NTT twiddle factors, Rudraksh2 operates with a minimal
memory footprint, making it suitable for devices with extremely limited SRAM. Additionally, due
to the Just-In-Time (JIT) [23] matrix generation strategy. Rather than expanding and storing
the entire public matrix A in memory, Rudraksh2 generates each polynomial element of the
matrix on-the-fly during the matrix-vector multiplication process. This reduces the instantaneous
memory requirement for the full matrix storage to the storage of just a single polynomial, allowing
the scheme to operate comfortably within the extremely limited SRAM of M0+ and M4 class
devices.
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e General-Purpose CPUs (x86/ARM): Rudraksh?2 is designed for maximum portability and
does not rely on platform-specific hardware like AES-NI or floating-point units. However, it
can exploit modern vector instructions (SIMD) such as SSE, AVX2, and AVX-512 on x86, or
NEON on ARM. For example, the smaller polynomial rings (n = 64,128) allow multiple coeffi-
cients, or even entire polynomials, to be packed into a single vector register. This enables the
CPU to perform NTT butterflies and pointwise multiplications in parallel across many elements
simultaneously.
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2 Performance Evaluation

In this section, we present the implementation strategies for the Rudraksh2 I parameter sets
(Rudraksh2-128-1, Rudraksh2-256-1, and Rudraksh2-512-I) and provide benchmarking results.

2.1 Analysis, Considerations and Trade-offs

Implementing the NTT : Rudraksh2-128-1 and Rudraksh2-256-1 use the prime number 3329 as
the prime modulus ¢q. Since ¢ — 1 = 3328 = 2% - 13 is divisible by 128 and 256, full negacyclic NTT
of size 64 and 128 are possible [34]. This NTT has 6 butterfly layers for n = 64 and 7 butterfly
layers for n = 128. Rudraksh2-512-1 uses the prime number 7681 as the prime modulus ¢. Since
q—1=7680 = 2% .15 is divisible by 512, full negacyclic NTT of size 256 is possible [34]. This NTT
has 8 butterfly layers.

We implement in-place Cooley—Tukey NTT to save memory. All polynomial multiplications are
done by

f-g = INTT(NTT(f) o NTT(g)),

[19ebl

where “o” is the pointwise product. Since both public-key and secret polynomials can be kept in the
NTT domain, we minimize redundant transforms: in keygen and encapsulation, we perform forward
NTT on sampled secrets once, use only pointwise multiplies (and partial sums) in the frequency domain,
then do one inverse NTT per output polynomial.

We precompute the required twiddle factors (powers of ¢) and store them in memory. These fit
easily in code, and no reordering is needed if we carefully index the butterflies.

Noise Sampling and Randomness : We sample secret and error polynomials from the centered
binomial distribution CBD,, (e.g. = 2). This requires generating pseudorandom bits via a stream of
XOF ciphers.

2.2 Transmission and Storage Cost

Table 2 lists the key sizes (in bytes) for public-key, secret-key, ciphertext, and shared secret key for all
parameter sets of Rudraksh2-I.

Table 2: Key and ciphertext sizes (in bytes) for all Rudraksh2-1 parameter sets

Public key  Secret key Ciphertext Shared secret key

Rudraksh2-128-1 880 1776 912 16
Rudraksh2-256-1 1760 3552 1728 32
Rudraksh2-512-1 3392 6848 3552 64

2.3 AVX2 Optimized Implementation

In this section, we provide details of our (Advanced Vector Extension) AVX2 implementation. AVX2
uses 16 vector registers, each 256 bits wide. Since we are using 16-bit primes in our implementation,
we can process up to 16 16-bit integers simultaneously. Below, we have provided details of our AVX2
optimized operations:

Polynomial addition and subtraction. The polynomials for our construction have length 64,
128, and 256 for Rudraksh2-128-I, Rudraksh2-256-1, and Rudraksh2-512-1, respectively. Among the
16 vector registers, we used two registers to store 16 copies of ¢ and the inverse of ¢, as they are used
throughout our implementation for Montgomery multiplication, Barrett reduction, and polynomial
arithmetic. Among the remaining 14 registers, we use at most 8 to store the polynomial coefficients,
and the rest are used for intermediate computations. For a 64-length polynomial and a 128-length
polynomial, it is enough to use 4 vector registers and 8 vector registers, respectively, to store the
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complete polynomial. However, for a polynomial with length 256, we first do the computation on the
first 128 coefficients, and then the rest of the 128 coefficients are processed.

NTT and inverse-NTT. We first explain our optimization method for the polynomial with length
128. The polynomial A(x) = ag+a1x+: - -+ai272 2 register can be easily loaded into 8 vector registers,

where each register packs the polynomial E}io alg.kﬂxm‘k‘*‘j for k=0,1,---,7. In the first level of

NTT, the polynomial is divided into two equal parts A;(x) = Z?io a;x* and Ay (z) = 212764 a;zt. The

coefficients of Aj are multiplied by precomputed twiddle factors, and the NTT butterfly is used to
update the polynomial. In the next level, the polynomials are further halved, and a similar update is
applied. For the first three levels, NTT can be applied to the loaded coefficients in parallel without
storing the polynomials back in the memory.

Starting at the fourth level, the sub-polynomial length drops to 16. At this stage, the standard
NTT butterfly requires half of a sub-polynomial’s coefficients to be multiplied by twiddle factors while
the other half remains unchanged. While we could technically use a mask of ones for the coefficients
that remain unchanged, the primary issue is the subsequent butterfly addition and subtraction. AVX2
lacks a native instruction to add or subtract elements across the upper and lower halves of a single
register. For polynomials with length 64, we have the same issue after the first two levels.

To overcome this limitation, we implement custom shuffling operations. These operations interleave
8, 4, or 2 elements from two different registers, isolating the coefficients to be multiplied into one register
and the remaining coefficients into another. To maintain high throughput, the twiddle factors are
precomputed and stored in memory in the exact interleaved order produced by this shuffling sequence.
Consequently, the entire 128-point NTT is completed using only a single initial memory load, with the
final results written back to memory only after the transformation is fully complete. The inverse-NTT
is done by applying the same operations as in NTT, only in reverse order.

For a polynomial of length 256, loading all coefficients simultaneously would require 16 vector
registers. Doing so would exhaust the register file, leaving no remaining registers available to store
intermediate values during computation. We process only a 128-length segment of the polynomial
at a time. Our approach relies on a key architectural observation: after the first level of the NTT,
the remaining stages can be applied to the two halves of the full polynomial independently. Conse-
quently, we can execute the first level of the NTT by splitting the workload into two memory-isolated

passes: We load the first 128-coefficient subset—consisting of (ag, a1, ..., as3) and (a8, @129, - .., a191)
perform the butterfly updates, and store the results back to memory. We load the remaining 128
coefficients—consisting of (ag4, ags, - - -, a127) and (aig2, aigs, - .., azss) update them, and store them

back to memory. The remaining levels are completed by running the exact NTT code with differ-
ent precomputed twiddle factors. In Table 3, the performance comparison of NTT of our optimized
implementation against the reference implementation is given.

Table 3: Performance comparison of NTT and inverse-NTT (INTT) for all parameters of Rudraksh2-1
Reference Code | AVX2 optimized

NTT INTT | NTT INTT

Rudraksh2-128-1 | 1593 1358 200 179

Rudraksh2-256-1 | 3203 3031 455 284

Rudraksh2-512-1 | 6670 5063 1013 1101

2.4 Performance of Rudraksh?2

In this section, we present the performance results for reference C and optimized AVX2 implementa-
tions of Rudraksh2-I. We used a computer with an AMD Ryzen 7 7800X3D (5.053GHz x 16) processor,
32 GB RAM, running the NixOS operating system. For compilation, we used GCC version 15.2.0.
According to the guidance document provided [29] the following flags were used for compilation:

o Reference: -Wpedantic -Wall -Wextra -02 -DNDEBUG -std=c99

o AVX2: -std=c99 -Wpedantic -Wall -Wextra -mavx2 -march=x86-64 -mtune=native
-fomit-frame-pointer -03 -DNDEBUG -flto=auto -fno-fat-lto-objects
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For speed benchmarking, we compiled a simple test binary with the library to measure
each of the three algorithms. It used __rdtsc for cycle counting (Table 4, Table 7), and
clock_gettime (CLOCK_MONOTONIC, ...) for throughput (Table 5, Table 8); taking the difference
in these values before and after performing the operation. This should achieve up to nanosecond
precision for the throughput measurement.

For memory benchmarking (Table 6, Table 9) we compile the algorithm into a standalone static
library. Then for static measurement we do manual summation of the sizes of the respective .text,
.data, .rodata, and .bss sections. For the peak usage measurement we use the valgrind tool massif.
Using this we can measure the runtime memory usage, to gather both heap and stack usage we use
the command:

valgrind --tool=massif --pages-as-heap=yes ./lwekem128-test_basic

Table 4: Cycle counts of the C reference implementation for all three parameter sets of Rudraksh2-1.
We report the average of 1000 executions of each operation.

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 2,966,367 2,947,940 2,990,398
Rudraksh2-256-1 5,760,007 5,729,075 5,816,849
Rudraksh2-512-1 18,068,660 18,029,346 18,243,608

Table 5: Throughput of the C reference implementation (in ops/s) for all three parameter sets of
Rudraksh2-1. We report the average of 1000 executions of each operation.

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 1,470 1,479 1,458
Rudraksh2-256-1 743 745 733
Rudraksh2-512-1 235 236 233

Table 6: Memory usage (in bytes) of the C reference implementation for all three parameter sets
of Rudraksh2-I. The ’static’ and ’dynamic’ memory measurements were performed according to the
guidance document.

Static  Dynamic
Rudraksh2-128-1 21,471 4,608,000
Rudraksh2-256-1 22,819 4,612,096
Rudraksh2-512-1 24,571 4,612,096

In terms of execution speed, the AVX2 vectorization yields a consistent reduction in cycle counts
ranging from approximately 8.8% to 14.7%, translating directly to a noticeable boost in operational
throughput. For example, under the Rudraksh2-128-1 parameter set, the throughput for decapsulation
(detailed in Table 8) increases by 12.7%, rising from 1,458 ops/s in the reference implementation to
1,643 ops/s.

While the cycle counts in Table 7 show steady efficiency gains, the overall optimization impact
varies slightly by security level. The lowest parameter set (128-1) experiences the most significant
percentage increase in throughput, whereas the heaviest parameter set (512-I) sees a more modest, yet
stable, speedup of around 8.1% to 9.4% across key generation, encapsulation, and decapsulation. On
the memory side (as seen in Table 9), the AVX2 implementation drastically minimizes static memory
footprint—cutting it by up to 82.2% for the 128-1 variant. To achieve these processing efficiencies,
it introduces only a marginal increase in peak dynamic memory consumption, remaining under 1.2%
higher across all security tiers.
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Table 7: Cycle counts of the AVX2 optimized implementation for all three parameter sets of Rudraksh2-
I. We report the average of 1000 executions of each operation.

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 2,569,036 2,571,855 2,549,578
Rudraksh2-256-1 5,084,174 5,081,235 5,073,256
Rudraksh2-512-1 16,350,735 16,449,056 16,464,023

Table 8: Throughput of the AVX2 optimized implementation (in ops/s) for all three parameter sets of
Rudraksh2-I. We report the average of 1000 executions of each operation.

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 1,635 1,630 1,643
Rudraksh2-256-1 825 825 826
Rudraksh2-512-1 256 255 255

Table 9: Memory usage (in bytes) of the AVX2 optimized implementation for all three parameter sets
of Rudraksh2-I. The ’static’ and ’dynamic’ memory measurements were performed according to the
guidance document.

Static Peak
Rudraksh2-128-1 3,816 4,653,056
Rudraksh2-256-1 8,256 4,653,056
Rudraksh2-512-1 18,456 4,665,344

2.5 Performance of Rudraksh2 on Cortex-M4

The Rudraksh2 schemes were implemented on the NIST-recommended 32-bit ARM Cortex-M4 plat-
form using the STM32F407G-DISC1 development board within the PQM4 framework [22]. All im-
plementations were cross-compiled on Ubuntu 22.04.5 with arm-none-eabi-gcc version 10.3.1 (-03
optimization flag). Following the standard PQM4 benchmarking methodology, clock-cycle measure-
ments were obtained using a system clock frequency of 24 MHz. The implementation results for the
Rudraksh2 schemes on the Cortex-M4 platform are presented in Tables 11 and 10. These optimized
Cortex-M4 implementations are constant-time, which means they avoid any control-flow decisions or
instructions whose execution depends on secret data, such as secret-dependent branches, jumps, or
variable-time operations. Consequently, their execution time is independent of sensitive inputs, mak-
ing them resilient to timing side-channel attacks.

Constant-time Arithmetic. We follow the reference implementation to incorporate constant-time
modular reduction using Montgomery multiplication and Barrett reduction [8].

Table 10: Speed (x1000 clock cycles) of the optimized implementations for all Rudraksh2-I parameter
sets on Cortex-M4

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 9,960 9,948 10,124
Rudraksh2-256-1 19,837 19,903 20,296
Rudraksh2-512-1 64,023 63,959 65,097

2.5.1 Memory Optimization on Cortex-M4

To minimize stack usage on Cortex-M4 platforms, the implementation has been restructured to avoid
placing large intermediate data structures on the stack. Instead of explicitly forming complete matrices,
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vectors, or intermediate ciphertext objects, the computations are carried out in a streaming fashion
whenever possible. We follow some of the optimization techniques from Botros et al. [13].

Just-in-Time Matrix Generation. The public matrix A is formed dynamically from its seed,
generating one polynomial at a time, which eliminates the need for full storage. Similarly, intermediate
results of polynomial-vector multiplications are not stored as complete entities.

In-line Ciphertext Comparison. During decapsulation, we implemented the in-line ciphertext
comparison technique to integrate the verification step directly into the computation of the ciphertext,
avoiding the need to materialize an intermediate ciphertext buffer. Instead of storing and then com-
paring full ciphertexts, the freshly generated ciphertext is compared byte-by-byte against the received
ciphertext during computation. This approach reduces memory overhead while preserving constant-
time execution, thereby maintaining resistance to timing side-channel attacks.

On-the-fly Noise Addition. Instead of storing the error vectors e and €’ as complete polynomial-
vector objects, which incurs a higher stack memory overhead, the implementation generates each
error polynomial on demand and incorporates it immediately into the computation. This polynomial-
by-polynomial approach eliminates the need to maintain the full error vectors in memory, thereby
significantly reducing stack usage.

Reduced Vector Variables. To further reduce stack memory usage during key encapsulation, we
introduce serialization and deserialization routines that process polynomial vectors one polynomial
at a time. Rather than compressing or decompressing an entire polynomial vector in memory, these
routines incrementally convert between the polynomial-vector representation and its serialized byte
array format. This streaming approach minimizes the number of polynomial-vector variables that
must be allocated on the stack, thereby lowering the overall memory footprint.

Table 11: Stack usage (in bytes) for the optimized implementations for all Rudraksh2-I parameter sets
on Cortex-M4

Key Generation Encapsulation Decapsulation

Rudraksh2-128-1 4,848 4,920 4,936
Rudraksh2-256-1 7,976 8,088 8,088
Rudraksh2-512-1 14,344 14,520 14,488

This design introduces a modest amount of recomputation and temporary buffering but substan-
tially reduces stack requirements, making it well-suited for resource-constrained embedded platforms
such as the Cortex-M4. A summary of stack usage across all Cortex-M4 implementations is provided
in Table 11.

2.6 Hardware Design

Based on theoretical design decisions, the hardware implementation is focused on developing a
lightweight lattice-based KEM. The target devices will be Artix-7 and Virtex-7 FPGAs. To vali-
date the theoretical framework for the resource-constrained design, a unified hardware architecture is
proposed.

2.6.1 Proposed System Architecture

The proposed architecture is shown in Figure 1. A unified FSM-based top module is proposed to
coordinate the execution of the core functions. In addition to scheduling the execution of the KeyGen,
Encaps, and Decaps operations based on the input control signals, the centralized FSM manages
data movement between the individual modules and the BRAMs. While the NTT/INTT and the
coefficient-wise multiplication (CWM) module internally uses two BRAMs for performing the butterfly
operations, a separate BRAM in the top module will be interfaced with remaining modules to store
other intermediate results, along with the final public key, secret key and ciphertext. The SM3 hashing
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Figure 1: Proposed Top Level Hardware Architecture for Rudraksh2

standard is used for the generation of hashes and pseudo-randomness based on the input seed values.
It serves as the key module used for the generation of matrix A. The rejection sampler is required to
discard coefficients greater than or equal to the prime modulus ¢ since each coeflicient of the matrix
should be [log, ¢] bits and less than g. The SM3 core, extended as a pseudoXOF, is also used to
generate the pseudo-random numbers for the CBD sampler for generating the secret and error vectors,
s and e. Once the polynomial coefficients are generated, a hardware-friendly butterfly unit performs
NTT/INTT and CWM operations. Although the reference software implementation of Rudraksh2 uses
Montgomery and Barrett reductions for modular reduction, our hardware adopts a different approach
wherein simpler shift and add operations are used, making it suitable for resource-constrained devices.
To achieve this, a shift and add modular reduction method proposed in [25] is used for ¢ = 7681, and a
combination of LUT-based reduction and k-reduction proposed in [10] is utilized for modulus ¢ = 3329.
It should be noted that [25] implements ¢ = 7681 in a pipelined fashion; however, a combinational
implementation of ¢ = 3329 resulted in a significantly lower area at the cost of a reduced critical path.
Shift-and-add based technique for reduction is extended from [20]. While the resource utilization
results are presented for these reduction techniques, further explorations are being done to evaluate
alternative architectures to find the one most suited to a resource-constrained implementation.

2.6.2 SM3 as a XOF

The proposed pseudoXOF is realized as an FSM-controlled wrapper around a single SM3 hash core.
Since SM3 produces a fixed 256-bit digest, the wrapper repeatedly invokes the hash core to generate
arbitrary-length outputs. A 32-bit counter is initialized to one and appended to the input message
before each hash invocation. The resulting 256-bit digest is written to the output buffer, after which
the counter is incremented and the process is repeated until the requested output length is generated.
Once each digest is valid, it is also stored through the BRAM interface into the BRAM data memory.

The wrapper comprises a finite state machine, a counter register, input/output buffers, and the
SM3 core. The FSM coordinates message preparation, hash execution, output accumulation, and
termination, while reusing a single SM3 instance across all iterations. This approach incurs only a
small control overhead while enabling extendable outputs of arbitrary length.

The SM3 hash core, including its compression and padding logic, is adopted from an existing
open-source implementation [32] with minor interface modifications for integration into the proposed
wrapper. As the contribution of this work lies in the hardware realization of the pseudoXOF wrapper,
the internal architecture of the SM3 core is not discussed further.
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2.6.3 Resource Utilization

The resource utilization results of the arithmetic data path as well as PseudoXOF, on a target Virtex
UltraScale+ device, are provided in Table 12.

Table 12: Resource Utilization of individual modules on a target Virtex UltraScale+ device

Modulus Module Resource Utilization
LUT FF DSP CARRYS

Butterfly 311 299 1 12

q = 7681 | Reduction 85 0 0 2
CBD 5 0 0 0

Butterfly 151 0 1 17

_ | Reduction 49 0 0 14
¢=3329 | opp 5 0 0 0
Rejection sampling | 485 81 0 25

Table 13: Resource Utilization of SM3 PseudoXOF Module on a target Virtex UltraScale+ device

Module Resource Utilization
LUT FF DSP CARRYS
SM3 XOF Wrapper 2256 2155 0 34
| SM3 Core [32] 2213 1856 0 27
Compression Function | 1004 637 0 12
Message Expansion 99 578 0 0
Message Padding 1101 628 0 15
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3 Security Analysis

Rudraksh2. KEM, in short, Rudraksh2, is an IND-CCA2 key-encapsulation mechanism. The classical
core-SVP hardness (CSVP), quantum core-SVP hardness (QSVP), and failure probability (&) for
different parameter sets of Rudraksh2 are presented in Table 14. Beyond Core-SVP hardness security,
the estimated cost of classical attacks using [3] in terms of gates and bit memory requirements is also
presented in Table 14.

Table 14: Classical core-SVP hardness (CSVP), quantum core-SVP hardness (QSVP), and failure
probability (4) for different parameter sets of Rudraksh2. The estimated cost of classical attacks
using [3] is given in terms of gates and bit memory requirements.

‘ CSVP QSVP ) ‘ Gates Bit memory

Rudraksh2-128-1 2129 Q17 9—100 | 9162 2101
Rudraksh2-128-1T | 2114 2103 9—100 | 9148 291
Rudraksh?2-256-1 2267 9242 9—l61 | 9303 2201
Rudraksh2-256-11 | 2261 2237 9—l67 | 9297 2197
Rudraksh?2-512-1 2512 2465 9—160 | 9527 2360
Rudraksh2-512-1T | 2589 2534 9—160 | 9587 2403

3.1 Theoretical Security

Underlying hard problem. The security of Rudraksh2 is based on the hardness of the module
learning with errors (MLWE) problem.
Given A < U(RLXE), s < By, (RL ), € < By, (RY ), and b < U(R] ,,). The MLWE problem states
that the MLWE instance is (A, b= As+e) € RXf x Rl is indistinguishable with (A, b).
Advantage of a MLWE-based algorithm A with parameters ¢,n,¢ and distribution of secret and

error 11,1 is defined by Advg/f,];jzgmm (A)

A —URY)ss = By (R )i e + By (Rely) A < U(R)
Prb=1:p:=As+e —Pr| b =1:b«URY,)
b = A(A,D) b = A(A,u)

3.1.1 IND-CCA security proof under the classical random oracle model

Based on the hardness assumption of MLWE problem [1], Rudraksh2.PKE is IND-CPA secure.
Theorem 1. For an IND-CPA adversary A, there exist two adversaries By and By such that
Advidugraih pics (A) < 24dvghy 1) ., (Bo) + Advhp (Br).

The above theorem has been proven in [7, 12].

Correctness: If Rudraksh2.PKE is (1 — ¢)-correct then Rudraksh2. KEM is also (1 — ¢)-correct [21].

Theorem 2. Given an IND-CCA adversary A can query the random oracle XOF, G and H at most
Gro times, there exist two adversaries By and By such that the following relation holds:

Advi S5t ko (A) < 24d0)EVE L L (Bo) + Advi o (By) + 44,0

The above theorem has been proven in [7, 21].
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3.1.2 IND-CCA security proof under the quantum random oracle model

Theorem 3. Given an quantum IND-CCA adversary A can query the random oracle XOF, G and
H at most q,, times, there exist two quantum adversaries By and By such that the following relation
holds:

Advp 3-8 e (A) < 44,0 \/Advﬂf[rf,?,/(b2+1),m,n2 (Bo) + Advﬁ,’}f;F (By) +8¢> 0

The above bound is proposed in [21], but it is not a tight bound. A tight bound is proposed in [33].
For this, we need a deterministic version of Rudraksh2.PKE, DRudraksh2.PKE is a pseudorandom
function under the quantum random oracle model.

Theorem 4. Given an quantum IND-CCA adversary A can query the random oracle XOF, G and H
at most q,, times, there exist two quantum adversaries By, B1, and By such that the following relation
holds:

-CCA -CPA "
AdvgigmkshZ.KEM (A < 2Ad”§,{i‘2}5+1),m,n2 (Bo) + Advg\;ﬁdrfkshz.PKE (By1) + Advz;);;F (B2) + 8(],2w5

3.2 Practical Security

This section presents a comprehensive summary of the practical security of our KEM scheme, Scabbard.

3.2.1 Attacks against LWE

Rudraksh is an MLWE-based KEM. As there are no known attacks that effectively exploit the module
lattice structure, we will treat MLWE security as standard LWE security. In our KEM, we have only
m = (£ + 1)n samples available; we exclude some of the existing LWE solvers [2] for our parameter
set. BKW [24] and linearization attacks [6] are those types of attacks we are not bothering with in
our case. In our KEM, we are only focused on BKZ attacks [14, 35], which are known as Primal and
Dual BKZ-based attacks.

The BKZ algorithm reduces a lattice basis by repeatedly invoking an SVP oracle on blocks of
dimension b. In paper [5], the authors introduce the hardness of the core-SVP methodology. Using this
methodology, we can calculate the computational cost of a single SVP oracle execution in dimension
b. BKZ depends on two main approaches for its SVP oracle: enumeration and sieving algorithms.
Because these methods scale differently, it is difficult to accurately predict how sieving will perform at
the large lattice dimensions required to attack schemes like Scabbard. Theoretically, enumeration runs
in super-exponential time while sieving is strictly exponential, which suggests sieving scales better.
However, in practice, enumeration is faster and takes less memory for smaller dimensions [14, 19]. For
our security analysis, we employ 20292 for classical costs and 2°-265® for quantum costs in both primal
and dual attacks. We explain both the attack costs as follows:

3.2.2 Primal attack

The primal attack is used to evaluate the cost of the security of the Learning With Errors (LWE)
problem. Rather than attacking the LWE equations directly, it transforms the LWE instance into
a specific lattice challenge, the Unique Shortest Vector Problem (uSVP). The primary target of this
analysis is to determine the minimum BKZ block dimension (b) required to succeed, as this block size
directly dictates the computational time and cost of the attack.

To do the attack for given LWE instance (A, b = As + e), we first construct th following lattice:
The lattice is defined as the set of vectors z satisfying A = {x € Z" 1. (A|I;| — b)x = 0 mod ¢}.
This newly formed lattice has a total dimension of d = ¢n + m + 1 and a mathematical volume of
Vol(A) = ¢™. By construction, this lattice contains a short vector: v = (s, e, 1). The expected norm
of this vector is A & ov/¢n + m. Here, o represents the standard deviation of the individual coefficients
within both the secret key (s) and the error (e). The attacker can choose any number (between 0 to
nf+n) of the LWE samples. Since the choice of ¢ changes both the dimension (d) and the volume (g*)
of the lattice, we can select ¢ according our choice to find the exact "sweet spot” that minimizes the
required BKZ block size.

To mathematically predict whether the attack will work, we use Geometric Series Assumption
(GSA) which finds the Gram-Schmidt orthogonalized basis vectors having norm ||b}| = §¢=2%~1.

1
Vol(A)@ where, § = ((ﬂ'b)% . L) **Y is the root Hermite factor [2].

2me
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The BKZ algorithm will successfully detect the unique short vector v if the projection of v onto
the vector space spanned by the last b Gram-Schmidt vectors is < ||b5_,||. The expected norm of v'’s
projection is expected to be ov/b. Therefore, the attack succeeds if and only if: ov/b < [|b5_, | i.e., iff
oV < 61 g%

3.2.3 Dual attack

The dual attack targets to distinguish LWE samples (A, b = As + e) from random values (A, b’)
by finding a short vector in the dual lattice A’ = {(x, y) € Z™ x Z™: ATx =y mod q}. Suppose
the shortest vector is u = (v, w) € Z™ x Z in the lattice A’. Now, we can compute a value
z=vl -b=v' - (As+e)=v' -As+v'.e=w's+viemodq If (A b)isa valid LWE

sample, z follows a Gaussian distribution with standard deviation ¢’ = |juljo; if it is random, z is
uniform. The attacker’s advantage to distinguish these two distributions is € = 4 exp(—27272), where
7 = lule  The BKZ algorithm provides a short vector of length ~ §4~1¢**/? where d = m + ¢n is

the dimension of the dual lattice and § is the root-Hermite factor associated with the block size b. To
obtain a distinguisher with advantage €, the attacker must run BKZ with a block dimension b that
satisfies: —27m272 > In(e/4). Since the shared key is hashed, a negligible advantage € is useless; the
attacker requires an advantage of at least % to effectively reduce the search space. To achieve this, the
attacker must amplify their success probability by collecting multiple short vectors. If N = 20-2075b g
the number of short vectors provided by a sieving algorithm, the number of repetitions R required is:
R = max(1, ﬁ) This conservative model assumes every generated vector is as short as the best one
found. By combining them, the attacker reaches the threshold needed to recover the secret key.

3.2.4 Core-SVP hardness

Core-SVP hardness is used to estimate the security of LWE-based schemes, which is presented in [4].
We use Dachman-Soled et al.’s leaky-LWE-Estimator [15] to estimate SVP hardness of the underlying
LWE-problem of our scheme. Classical Core-SVP security is 0.292x 3, and quantum Core-SVP security
is 0.265 * B, where (3 is the BKZ blocksize of the underlying LWE problem. We presented classical and
quantum core-SVP security of the parameter sets of Rudraksh2 in Table 14.

3.2.5 Beyond core-SVP hardness

The Core-SVP methodology used in the last subsections provide a standard, conservative framework
for quantifying the security of Rudraksh2. However, it is important to note that these bit-security
estimates are strictly lower bounds. In practice, the security of Rudraksh2 against lattice reduction
attacks is significantly higher due to factors not captured by the Core-SVP metric:

e BKZ Algorithm Overhead : Core-SVP assumes the cost of an attack is dominated by a single
call to an SVP oracle in dimension b. In reality, the Block-Korkine-Zolotarev (BKZ) algorithm
requires a large number of calls to the SVP oracle to converge. Furthermore, the preprocessing
steps and the basis reduction process itself introduce substantial computational overhead that
increases the total work factor for the attacker.

e Memory-Hardness of Sieving : The most efficient known algorithms for solving the SVP,
such as sieving, are memory-intensive. The bit-complexity formulas often assume an infinite-
memory model. In physical hardware, the requirement for massive amounts of memory to store
and process large lists of lattice vectors creates a practical bottleneck that restricts the efficiency
of parallelization. This ”memory-wall” makes practical sieving attacks substantially more costly
than a simple count of operations suggests.

e Quantum Sieving Costs: Our quantum security estimates (2°-26°%) are based on the assump-

tion that Grover’s algorithm can provide a quadratic speedup for the SVP oracle. However, the
overhead of implementing a full sieving algorithm within a quantum circuit has massive quantum
memory requirements. This remains a major implementation hurdle. If the quantum memory is
not free (i.e., if it has an area/latency cost), the effective security margin of Rudraksh2 increases
significantly.
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An estimate of Rudraksh2’s security (gate count) and bit memory requirements considering these
constraints has been shown in Table 14. This analysis follows the same procedure described in Sec. 5.2
of the Kyber Specification document [7] and resource estimations shown in [3]. Given that our Core-
SVP estimates for Rudraksh2 already meet or exceed the required security, these practical overheads
in security calculations provide a significant ”security buffer”. This ensures that Rudraksh2 remains
secure even against future improvements in lattice reduction heuristics or quantum-algorithmic break-
throughs.

3.2.6 Attacks using decryption failures

Like most lattice-based encryption schemes based on the Learning with Errors (LWE) or Module
Learning with Errors (MLWE) problem, the underlying public-key encryption scheme of Rudraksh2
(Rudraksh2.PKE) Algorithm 10, 11, 12 does not possess perfectly correct decryption. A decryption
failure occurs when the cumulative noise originating from the Centered Binomial Distribution (CBD)
error terms, secret values, and the rounding noise introduced by ciphertext compression grows large
enough to cross the tolerance of the underlying error-correcting mechanism.

The Attack Vector: In a Chosen-Ciphertext Attack (CCA), an adversary could theoretically
exploit these decryption failures. If an attacker can find valid ciphertexts that fail to decrypt, the
failure events leak information about the honest party’s secret key s. By collecting enough of these
failing ciphertexts, the attacker can systematically reconstruct the secret key (often referred to as a
Decryption Failure Attack or Failure Boosting). While the Fujisaki-Okamoto (FO) transform is utilized
in Rudraksh2. KEM prevents an attacker from simply querying maliciously malformed ciphertexts; the
attacker can still mount a “failure boosting” attack by searching offline for valid ciphertexts (and their
corresponding random coins) that have an unusually high probability of failing.

Security Justification: To mount this attack successfully, the adversary must find a sufficient
number of failing ciphertexts. The expected offline work required to find a single naturally failing
ciphertext is proportional to 1/J, where ¢ is the decryption failure probability. The parameters of
Rudraksh2, combined with the use of extended B2-Minal codes for error correction, have been carefully
optimized to ensure that ¢ is cryptographically negligible. According to our failure probability analysis
(summarized in Table 1):

e For the Level 1 parameters, the failure probability is § < 2719 for both Rudraksh2-128-I and
Rudraksh2-128-I1I.

e For the Level 3 parameters, the failure probability is § < 276! for Rudraksh2-256-1 and § < 27167
for Rudraksh2-256-1II.

e For the Level 5 parameters, the failure probability is § < 27160 for both Rudraksh2-512-1 and
Rudraksh2-512-II.

In the usual assumption of the IND-CCA2 security model, an adversary is restricted to at most
q < 25* online queries to the decapsulation oracle [28, 7]. For our highest parameter sets, the prob-
ability of observing even a single failure within this limit is very small (e.g., 264 x 27160 = 2796
Furthermore, a successful key-recovery attack requires the collection of multiple decryption failures.
While an attacker may attempt offline ’failure boosting’ to find candidate ciphertexts, the computa-
tional cost of precomputing enough weak ciphertexts to force multiple online failures strictly exceeds
the target security levels of the scheme. Therefore, attacks exploiting decryption failures provide no
practical threat to Rudraksh2.

3.3 Additional Security Properties
3.3.1 (Perfect) Forward Secrecy

Rudraksh? is a Key-Encapsulation Mechanism (KEM) designed to securely transport symmetric session
keys. As with other lattice-based KEMs (e.g., ML-KEM/Kyber), Rudraksh2 does not provide forward
secrecy as an inherent property of the KEM algorithm itself, but rather as an architectural property
of the protocol in which it is deployed.

To achieve (perfect) forward secrecy using Rudraksh2, protocol designers must ensure that the
KEM is used in an ephemeral mode. This requires the following;:
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¢ Ephemeral Key Generation: For every new communication session, both parties must gen-
erate a fresh, ephemeral Rudraksh2 key pair.

e Secure Deletion: Once the shared secret has been encapsulated/decapsulated and the session
key has been derived, the ephemeral Rudraksh2 secret key must be securely deleted (zeroized)
from memory.

e Protocol Requirement: The protocol must ensure that long-term keys are kept separate from
the ephemeral KEM keys. Even if the long-term keys are compromised in the future, an adversary
cannot recover past session keys, as the corresponding ephemeral Rudraksh2 private keys were
discarded at the end of the session.

When deployed in this manner within a secure framework such as an authenticated key agreement
protocol, Rudraksh2 provides the foundation for forward secure communication, ensuring that past
sessions remain protected against the compromise of secret credentials.

3.3.2 Side-Channel Attack Resilience:

All operations in Rudraksh2, including secret polynomial sampling, NTT transformations, seed ex-
pansion, and the symmetric hash functions, are implemented in constant time. The implementation
specifically avoids data-dependent branching, e.g., if-then-else statements dependent on secret key bits
and data-dependent memory access patterns, e.g., secret-dependent array indexing, which are often
primary vectors for timing and cache-based side-channel attacks. Rudraksh2 employs Minal codes to
reduce the decryption failure probability. Unlike generic decoding algorithms, which may have variable
execution times depending on the number of errors, our Minal code implementation is engineered to
be strictly constant-time. This ensures that the decoding process does not leak information about the
noise weight or the proximity to the decoding boundary, thereby thwarting timing-based failure at-
tacks. These designs make our implementation of Rudraksh2 protected from timing and simple power
analysis attacks.

While the algorithmic foundation is constant-time, real-world physical implementations may still
be vulnerable to Differential Power Analysis (DPA) or correlation power analysis (CPA). However,
such attacks are possible for any cryptographic schemes that use non-ephemeral keys. To protect a
cryptographic scheme from such attacks, dedicated defense mechanisms such as masking or shuffling
can be employed.

3.3.3 Multi-key Attack Resilience

The security of Rudraksh2 is evaluated against an adversary who may target one out of T' public
keys, a setting known as the multi-target or multi-user security model. In this setting, the adversary’s
advantage in breaking the KEM is defined by their ability to successfully encapsulate/decapsulate a
key for any of the T observed targets.

Public-key binding in Encaps operation: To ensure that the security of Rudraksh2 does not
degrade significantly as the number of users T increases, we enforce strict domain separation through
public key binding. During the encapsulation process, the random coins r used for the deterministic
encryption of the message m are generated as:

(K, seed,) = G(H(pk) || m)

. By hashing the public key pk and including it in the derivation of the encryption coins seed,., we
ensure that the encryption process for every public key is cryptographically independent.
Mult-Tearget Security Bound: Let Adv£~ND “CCA e the advantage of an adversary in breaking the
IND-CCAZ2 security of Rudraksh?2 in a setting with T" distinct public keys. Under the Random Oracle
Model (ROM), we relate this to the security of a single target:

AdVITND_CCA ~T- AdvllND—CCA

This linear degradation is the best achievable bound in the standard KEM setting. Because we bind
pk to the internal coin generation and key derivation, the adversary cannot amortize the cost of the
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attack (e.g., via precomputed lattice reduction or rainbow tables) across different targets. Each target
effectively acts as an independent random oracle instance.

Comparison to Generic Multi-Key Bounds: In generic constructions, the advantage of breaking
a Pseudo-Random Function (PRF) or a KEM often degrades by a factor related to the number of
evaluations or keys queried [9]. In Rudraksh2, due to the binding of H(pk) at the point of generating
the ephemeral coins seed, and the pre-shared key K, the adversarial advantage is constrained as
follows:

e No Amortization : An adversary cannot use ciphertexts intended for one target to gain
information about another, as the re-encryption check in the FO transform is explicitly bound
to the public key.

e Deterministic Generation : The deterministic expansion of the matrix A from a seed, com-
bined with the public key binding, ensures that the lattice instance itself is unique to each
user. Even in a quantum setting, where Grover’s search might be applied, the uniqueness of the
key-bound hash prevents the adversary from parallelizing the attack effectively across multiple
users.

Consequently, Rudraksh2 achieves tight multi-target security bounds. The cost to compromise any
one of the T" users remains proportional to the Core-SVP hardness of the underlying MLWE instance,
ensuring that widespread deployment in global IoT ecosystems does not mathematically dilute the
security of the scheme.

3.3.4 (Temporary) Key Misuse Resilience

In real-world deployments, cryptographic implementations are frequently subjected to operational mis-
use, such as random number generator (RNG) failures, key reuse, or protocol-level identity confusion.
Rudraksh?2 is designed to minimize the security impact of such failures by incorporating several security
protocols directly into the key-derivation, encapsulation, and decapsulation phases.

Resilieince against weak randomness (RNG Failures): The security of any public-key system
relies heavily on the quality of the system’s Random Number Generator (RNG). Rudraksh2 isolates
the impact of RNG failures depending on the phase of the operation:

e During Encapsulation:If the system RNG produces weak or predictable randomness (m) dur-
ing encapsulation, the adversary can only compromise that specific session key. Because the
encryption randomness (the coins r) is derived deterministically via r = G(H(pk) || m), which in
turn is used to generate session secret s’ and ¢’. Therefore, a weak RNG during encapsulation
can compromise the session keys, but it cannot be exploited to extract the receiver’s long-term
secret key.

e During Decapsulation: The decapsulation algorithm of Rudraksh2 requires no fresh random-
ness. To handle invalid ciphertexts securely, the decapsulation algorithm relies on the implicit
rejection provided by the FO transformation. A 32-byte pseudo-random string z is generated
during KeyGen and stored within the secret key. If a ciphertext fails the re-encryption check, the
decapsulation deterministically derives a rejection key using z and the ciphertext. This guaran-
tees that the KEM never outputs a predictable error code, preventing timing or padding-oracle
attacks even in poorly implemented protocols.

Public-key binding: To prevent protocol-level misuse, Rudraksh2 cryptographically binds the en-
capsulation process to the recipient’s exact public key. In Rudraksh2.Encaps(Algorithm. 14), the
shared key and the encryption coins are derived by hashing the random message m alongside the hash
of the public key:

(K. seed,) = G(H(pk) || m)

By injecting H(pk) into the derivation, the scheme achieves strict domain separation. If a protocol
misuses the KEM—such as a developer accidentally encrypting the same message m to multiple recip-
ients, or an attacker attempting to replay a ciphertext across different users, this derivation process
ensures the resulting ciphertexts and internal states are completely uncorrelated. This also guarantees
that a weakness against one user cannot be leveraged to compromise a broader network of users.
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API misuse prevention: To account for developer error in mixing up keys for different identities,
the secret key in Rudraksh2 is constructed as a composition of sk = (s || pk || H(pk) || z). By caching
the public key and its hash directly within the secret key array, the decapsulation routine has safe,
zero-cost access to pk for the required re-encryption step. This prevents API misuse, as developers are
not required to manually manage or pass the public key to the decapsulation function, eliminating a
common source of protocol integration errors.
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4 Advantages and Limitations

Rudraksh has been designed to fill a specific gap in the post-quantum landscape: providing IND-
CCA2 security even in platforms with very low resources. The following subsections compare Rudraksh
against NIST-standardized schemes and other prominent candidates, highlighting its unique advantages
for IoT and resource-constrained systems.

Comparison to CRYSTALS-Kyber. As both schemes are based on the Module-LWE (MLWE)
problem, they share a common mathematical foundation. However, Rudraksh departs from Kyber’s
fixed-ring design to achieve superior efficiency on small hardware and also greater flexibility. Rudraksh
has been designed to be significantly more compact than the most resource-optimized versions of Kyber.
Preliminary implementation results show that Rudraksh achieves an approximately 3x reduction in
total area and memory compared to resource-optimized Kyber. Specifically, in terms of Equivalent
Number of Slices (ENS), Rudraksh consumes 4.3x less ENS than compact Kyber implementations.
However, for communication bandwidth, Rudraksh makes some compromise. To achieve its extreme
area efficiency, Rudraksh has slightly larger public keys. This is a deliberate design trade-off that
prioritizes hardware resource conservation over bandwidth.

Comparison to SABER. While SABER utilizes the Learning with Rounding (LWR) problem to
avoid explicit error sampling, Rudraksh offers better flexibility. SABER utilizes power-of-two mod-
uli, which prevents the use of the Number Theoretic Transform (NTT). Instead, it relies on generic
multiplication algorithms (Toom-Cook and Karatsuba), which require significant temporary memory
for intermediate results. Rudraksh’s NTT-based multiplication is in-place and supports “Lazy Trans-
formation,” where inverse transforms are deferred to save cycles and energy. In software (e.g., ARM
Cortex-M4), SABER’s larger polynomials leads to higher stack memory requirements compared to the
small polynomial rings (n = 64, 128) used in Rudraksh.

FrodoKEM. FrodoKEM is based on standard lattices and therefore lacks algebraic ring structure,
resulting in much larger keys and expensive matrix-vector multiplications. Rudraksh offers much
smaller key sizes and efficient arithmetic compared to FrodoKEM.

NTRU-HRSS and NTRU. Compared to these classic lattice designs, Rudraksh is vastly more
resource-efficient. Initial implementations show that Rudraksh requires 23.9x less ENS than NTRU-
HRSS701 and 21.5x less ENS than NTRU-HPS677 while maintaining equivalent security margins.
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